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Íàïîìèíàíèå. Ðåêóððåíòíàÿ ñåòü (RNN)

xt � âõîäíîé âåêòîð â ìîìåíò t = 1, . . . ,T
yt � âûõîäíîé âåêòîð (â íåêîòîðûõ ïðèëîæåíèÿõ yt ≡ ht)
ht � âåêòîð ñêðûòîãî ñîñòîÿíèÿ â ìîìåíò t

ht = σh(Uxt +Wht−1)
yt = σy (Vht)

Îáó÷åíèå ðåêóððåíòíîé ñåòè:
T∑
t=0

Lt(U,V ,W )→ min
U,V ,W

äëèíû âõîäíîãî è âûõîäíîãî ñèãíàëà îáÿçàíû ñîâïàäàòü

íåâîçìîæíî çàãëÿäûâàíèå âïåð¼ä

íå ïîäõîäèò äëÿ ìíîãèõ çàäà÷ (MT, QA è äð.)
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Ðåêóððåíòíàÿ ñåòü äëÿ îáðàáîòêè ïîñëåäîâàòåëüíîñòåé (seq2seq)

{xi : i = 1, . . . , n} � âõîäíàÿ ïîñëåäîâàòåëüíîñòü
{yt : t = 1, . . . ,m} � âûõîäíàÿ ïîñëåäîâàòåëüíîñòü
c ≡ hn êîäèðóåò âñþ èíôîðìàöèþ ïðî {xi} äëÿ ñèíòåçà {yt}

hi = f in(xi , hi−1)
h′t = f out(h

′
t−1, yt−1, c)

yt = fy (h
′
t , yt−1)

ENCODER

DECODER

hn ëó÷øå ïîìíèò êîíåö ïîñëåäîâàòåëüíîñòè, ÷åì íà÷àëî

÷åì áîëüøå n, òåì òðóäíåå óïàêîâàòü âñþ èíôîðìàöèþ â c

ïðèä¼òñÿ êîíòðîëèðîâàòü çàòóõàíèå/âçðûâû ãðàäèåíòà

RNN òðóäíî ðàñïàðàëëåëèâàåòñÿ
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Ðåêóððåíòíàÿ ñåòü ñ âíèìàíèåì (attention mechanism)

a(h, h′) � ôóíêöèÿ ñõîäñòâà ñîñòîÿíèé âõîäà h è âûõîäà h′

αti � âàæíîñòü âõîäà i äëÿ âûõîäà t (attention score),
∑

i αti = 1
ct � âåêòîð âõîäíîãî êîíòåêñòà äëÿ âûõîäà t (context vector)

hi = f in(xi , hi−1)
αti = normi a(hi , h

′
t−1)

ct =
∑

i αtihi
h′t = f out(h

′
t−1, yt−1, ct)

yt = fy (h
′
t , yt−1, ct)

çäåñü è äàëåå norm
i

(pi ) =
pi∑
k pk

ìîæíî îòêàçàòüñÿ îò ðåêóððåíòíîñòè êàê ïî hi , òàê è ïî h′t
ìîæíî ââîäèòü îáó÷àåìûå ïàðàìåòðû â a è c

Bahdanau et al. Neural machine translation by jointly learning to align and translate. 2014.
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Ïðèìåíåíèÿ ìîäåëåé âíèìàíèÿ

Ïðåîáðàçîâàíèå îäíîé ïîñëåäîâàòåëüíîñòè â äðóãóþ, seq2seq:

Ìàøèííûé ïåðåâîä (machine translation)

Îòâåòû íà âîïðîñû (question answering)

Ñóììàðèçàöèÿ òåêñòà (text summarization)

Îïèñàíèå èçîáðàæåíèé, àóäèî, âèäåî (multimedia description)

Ðàñïîçíàâàíèå ðå÷è (speech recognition)

Ñèíòåç ðå÷è (speech synthesis)

Îáðàáîòêà ïîñëåäîâàòåëüíîñòè:

Êëàññèôèêàöèÿ òåêñòîâûõ äîêóìåíòîâ

Àíàëèç òîíàëüíîñòè äîêóìåíòà / ïðåäëîæåíèé / àñïåêòîâ
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Ïðèìåíåíèÿ ìîäåëåé âíèìàíèÿ â ìàøèííîì ïåðåâîäå

Èíòåðïðåòèðóåìîñòü ìîäåëåé âíèìàíèÿ:

Ïðè îáðàáîòêå êîíêðåòíîé ïîñëåäîâàòåëüíîñòè x
âèçóàëèçàöèÿ ìàòðèöû αti ïîêàçûâàåò, íà êàêèå ñëîâà xi
ìîäåëü îáðàùàåò âíèìàíèå, ãåíåðèðóÿ ñëîâî ïåðåâîäà yt

Bahdanau et al. Neural machine translation by jointly learning to align and translate. 2014.
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Ìîäåëè âíèìàíèÿ íà èçîáðàæåíèÿõ äëÿ ãåíåðàöèè îïèñàíèé

Ïðè ãåíåðàöèè êàæäîãî ñëîâà â îïèñàíèè èçîáðàæåíèÿ
âèçóàëèçàöèÿ ïîêàçûâàåò, íà êàêèå îáëàñòè èçîáðàæåíèÿ
ìîäåëü îáðàùàåò âíèìàíèå, ãåíåðèðóÿ äàííîå ñëîâî

Kelvin Xu et al. Show, attend and tell: neural image caption generation with visual
attention. 2016
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Ðàçíîâèäíîñòè ôóíêöèé ñõîäñòâà âåêòîðîâ

a(h, h′) = hTh′ � ñêàëÿðíîå ïðîèçâåäåíèå
a(h, h′) = exp(hTh′) � òîãäà norm ïðåâðàùàåòñÿ â SoftMax
a(h, h′) = hTW h′ � îáîáùåíèå, ñ ìàòðèöåé ïàðàìåòðîâ W
a(h, h′) = wT th(Uh + Vh′) � àääèòèâíîå âíèìàíèå c (w ,U,V )

Îáîáùåíèå ñ òðåìÿ ìàòðèöàìè Query, Key, V alue:

a(hi , h
′
t−1) = (Khi )

T(Qh′t−1)
αti = SoftMaxi a(hi , h

′
t−1)

ct =
∑

i αtiVhi

ãäå Qd×dim(h′), Kd×dim(h), V d×dim(h) � ìàòðèöû
âåñîâ ëèíåéíûõ íåéðîíîâ (îáó÷àåìûå ëèíåéíûå
ïðåîáðàçîâàíèÿ â ïðîñòðàíñòâî ðàçìåðíîñòè d)

Âîçìîæíî óïðîùåíèå ìîäåëè: K ≡ V

Vaswani et al. Attention is all you need. 2017.
Dichao Hu. An introductory survey on attention mechanisms in NLP problems. 2018.
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Ìíîãîìåðíîå âíèìàíèå (multi-head attention)

Èäåÿ: íåñêîëüêî ðàçíûõ ìîäåëåé ñîâìåñòíî îáó÷àþòñÿ
îáðàùàòü âíèìàíèå íà ðàçíûå àñïåêòû âõîäíîé èíôîðìàöèè

Âû÷èñëÿåòñÿ K ôóíêöèé ñõîäñòâà ak(h, h′), k = 1, . . . ,K :

ak(hi , h
′
t−1) = hT

i W
kh′t−1

αk
ti = SoftMaxi a

k(hi , h
′
t−1)

ckt =
∑

i α
k
tiV

khi

Äâà âàðèàíòà àãðåãèðîâàíèÿ âûõîäíîãî âåêòîðà:

ct =
1
K

∑K
k=1 c

k
t � óñðåäíåíèå

ct =
[
c1t · · · cKt

]
� êîíêàòåíàöèÿ

ct =
[
c1t · · · cKt

]
Wc � ÷òîáû ñîõðàíèòü ðàçìåðíîñòü dim ct = d

Ïðåäñêàçàíèå ïî àãðåãèðîâàííîìó âåêòîðó:

yt = fy (h
′
t , yt−1, ct)

Vaswani et al. Attention is all you need. 2017.
Dichao Hu. An introductory survey on attention mechanisms in NLP problems. 2018.
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Èåðàðõè÷åñêîå âíèìàíèå (hierarchical attention)

Âëîæåííàÿ ñòðóêòóðà: ñëîâà ∈ ïðåäëîæåíèÿ ∈ äîêóìåíòû

xit � ñëîâà t = 1, . . . ,Ti â ïðåäëîæåíèÿõ i = 1, . . . , L

Ñåòü ïåðâîãî (íèæíåãî) óðîâíÿ, îáó÷åíèå ýìáåäèíãîâ si :
hit = BidirGRU(W0xit) � GRU äëÿ âåêòîðèçàöèè ñëîâ
uit = th(W1hit + b1) � îáó÷àåìîå ïðåîáðàçîâàíèå Key
si =

∑
t hit SoftMaxt(u

T
itq1) � ýìáåäèíã ïðåäëîæåíèÿ, Query q1

Ñåòü âòîðîãî (âåðõíåãî) óðîâíÿ, îáó÷åíèå ýìáåäèíãîâ v :
hi = BidirGRU(si ) � GRU äëÿ âåêòîðèçàöèè ïðåäëîæåíèé
ui = th(W2hi + b2) � îáó÷àåìîå ïðåîáðàçîâàíèå Key
v =

∑
i hi SoftMaxi (u

T
i q2) � ýìáåäèíã äîêóìåíòà, Query q2

Ìàêñèìèçàöèÿ ïðàâäîïîäîáèÿ äëÿ êëàññèôèêàöèè äîêóìåíòîâ:∑
d

∑
y ln SoftMaxy (Wyv + by ) → max

Z.Yang, A.Smola et al. Hierarchical attention networks for document classi�cation. 2016.
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Âíóòðåííåå âíèìàíèå èëè ¾ñàìîâíèìàíèå¿ (self-attention)

{xt : t = 1, . . . , n} � âõîäíàÿ ïîñëåäîâàòåëüíîñòü òîêåíîâ
{yt : t = 1, . . . , n} � âûõîäíàÿ ïîñëåäîâàòåëüíîñòü

Èäåÿ:
ìîäåëü îáðàùàåò âíèìàíèå íà ñõîæèå òîêåíû èç êîíòåêñòà;
íå ñòîëü âàæíî, ãåíåðèðóåòñÿ íîâàÿ ïîñëåäîâàòåëüíîñòü èëè
ãåíåðèðóþòñÿ íîâûå ýìáåäèíãè èñõîäíîé ïîñëåäîâàòåëüíîñòè

Òåïåðü hi è ht � ýìáåäèíãè èç îäíîé ïîñëåäîâàòåëüíîñòè:

a(hi , ht) = (Khi )
T(Qht)

αti = SoftMaxi a(hi , ht)
ct =

∑
i αtiVhi

 ct = SelfAttn(ht ;Q,K ,V )

yt = fy (ht , yt−1, ct)

Vaswani et al. Attention is all you need. 2017.
Dichao Hu. An Introductory Survey on Attention Mechanisms in NLP Problems. 2018.
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Transformer: àðõèòåêòóðíûå îñîáåííîñòè êîäèðîâùèêà

1. Ìíîãîìåðíîå ñàìîâíèìàíèå, `-é ñëîé:

hk,`i = SelfAttn(h`i ;Q
k`,K k`,V k`)

2. Êîíêàòåíàöèÿ è ñîõðàíåíèå ðàçìåðíîñòè:

h`+i =
[
h1,`i · · · h

K ,`
i

]
W

3. LayerNorm, 2 layers, è åù¼ ðàç LayerNorm:

h`+1
i = LN(FFN(LN(h`+i )))
FFN(x) = ReLU(W1x + b1)W2 + b2

4. Â FFN èñïîëüçóþòñÿ skip connections

5. Ïîñëåäîâàòåëüíî 6 áëîêîâ êîäèðîâùèêà

6. Êîäèðóåòñÿ èíôîðìàöèÿ î ïîçèöèÿõ

Vaswani et al. (Google) Attention is all you need. 2017.
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Transformer: àðõèòåêòóðíûå îñîáåííîñòè äåêîäèðîâùèêà

1. Äîïîëíèòåëüíûé áëîê âíèìàíèÿ,
ïðèíèìàþùèé íà âõîäå âûõîäíûå
âåêòîðû êîäèðîâùèêà

2. Ëèíåéíûé ïðåäñêàçûâàþùèé ñëîé:
yt = σ(Wyh

′
t + by )

3. Ìàñêèðîâàíèå: ïðåäñêàçûâàþùèå
ñëîè íå äîëæíû èñïîëüçîâàòü
ïîñëåäóþùèå âåêòîðû h′t+δ

Vaswani et al. (Google) Attention is all you need. 2017.
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Çàäà÷è îáðàáîòêè ïîñëåäîâàòåëüíîñòåé
Ðàçíîâèäíîñòè ìîäåëåé âíèìàíèÿ

Ìîäåëè âíèìàíèÿ íà ãðàôàõ

Ìîäåëü âíèìàíèÿ GAT
Ìíîãîìåðíîå îáîáùåíèå GAT

Ìîäåëü âíèìàíèÿ Graph Attention Network (GAT)

Äàíî: ãðàô 〈V ,E 〉
hi , i ∈ V � âõîäíûå âåêòîðû ïðèçíàêîâ (èëè ýìáåäèíãè) âåðøèí
h′i , i ∈ V � âûõîäíûå âåêòîðû âåðøèí
N (t) � ìíîæåñòâî âåðøèí i ∈ V â îêðåñòíîñòè âåðøèíû t

Ôóíêöèÿ ñõîäñòâà âåðøèí i , t ñ ïàðàìåòðàìè u, v ,W :
a(hi , ht) = exp

(
LeakyReLU(uWhi + vWht)

)
αti = norm

i∈N (t)
a(hi , ht) � âàæíîñòü âåðøèíû i â êîíòåêñòå t

ct =
∑

i∈N (t)

αtiWhi � ýìáåäèíã êîíòåêñòà âåðøèíû t

h′t = σ(ct) � âûõîäíîé âåêòîð äëÿ âåðøèíû t

Ôóíêöèÿ ïîòåðü îïðåäåëÿåòñÿ ðåøàåìîé íà ãðàôå çàäà÷åé.

Petar Veli�ckovi�c et al. Graph Attention Networks. ICLR-2018.
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Çàäà÷è îáðàáîòêè ïîñëåäîâàòåëüíîñòåé
Ðàçíîâèäíîñòè ìîäåëåé âíèìàíèÿ

Ìîäåëè âíèìàíèÿ íà ãðàôàõ

Ìîäåëü âíèìàíèÿ GAT
Ìíîãîìåðíîå îáîáùåíèå GAT

Ìíîãîìåðíîå îáîáùåíèå Multi-Head Attention äëÿ GAT

Äàíî: ãðàô 〈V ,E 〉
hi , i ∈ V � âõîäíûå âåêòîðû ïðèçíàêîâ (èëè ýìáåäèíãè) âåðøèí
h′i , i ∈ V � âûõîäíûå âåêòîðû âåðøèí
N (t) � ìíîæåñòâî âåðøèí i ∈ V â îêðåñòíîñòè âåðøèíû t

K ôóíêöèé ñõîäñòâà âåðøèí i , t ñ ïàðàìåòðàìè uk , vk ,W k :
a(hi , ht) = exp

(
LeakyReLU(ukW khi + vkW kht)

)
αti = norm

i∈N (t)
a(hi , ht) � âàæíîñòü âåðøèíû i â êîíòåêñòå t

ckt =
∑

i∈N (t)

αtiW
khi � ýìáåäèíã êîíòåêñòà âåðøèíû t

Äâà âàðèàíòà âûõîäíîãî âåêòîðà äëÿ âåðøèíû t:
h′t = concat

[
σ(ckt )

]
K
k=1 � êîíêàòåíàöèÿ

h′t = σ
(
1
K

∑K
k=1 c

k
t

)
� óñðåäíåíèå

Petar Veli�ckovi�c et al. Graph Attention Networks. ICLR-2018.
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Çàäà÷è îáðàáîòêè ïîñëåäîâàòåëüíîñòåé
Ðàçíîâèäíîñòè ìîäåëåé âíèìàíèÿ

Ìîäåëè âíèìàíèÿ íà ãðàôàõ

Ìîäåëü âíèìàíèÿ GAT
Ìíîãîìåðíîå îáîáùåíèå GAT

Ìíîãîìåðíîå îáîáùåíèå Multi-Head Attention äëÿ GAT

Äàíî: ãðàô 〈V ,E 〉
hi , i ∈ V � âõîäíûå âåêòîðû ïðèçíàêîâ (èëè ýìáåäèíãè) âåðøèí
h′i , i ∈ V � âûõîäíûå âåêòîðû âåðøèí

Ïðèìåð. K = 3 ìîäåëåé âíèìàíèÿ äëÿ ïðåîáðàçîâàíèÿ h1 → h′1

αti = norm
i∈N (t)

a(hi , ht)

ckt =
∑

i∈N (t)

αtiW
khi

concat / average:
h′t = concat

[
σ(ckt )

]
h′t = σ

(
1
K

∑K
k=1 c

k
t

)
Petar Veli�ckovi�c et al. Graph Attention Networks. ICLR-2018.
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Ðåçþìå

Ìîäåëè âíèìàíèÿ ñíà÷àëà âñòðàèâàëèñü â RNN èëè CNN,
íî îêàçàëîñü, ÷òî îíè ñàìîäîñòàòî÷íû

Ìîäåëü âíèìàíèÿ ðàáîòàåò òî÷íåå è áûñòðåå RNN

Ëåãêî îáîáùàåòñÿ íà òåêñòû, ãðàôû, èçîáðàæåíèÿ

Äîêàçàíî, ÷òî ìîäåëü âíèìàíèÿ multi-head self-attention
(MHSA) ýêâèâàëåíòíà ñâ¼ðòî÷íîé ñåòè [Cordonnier, 2020]

Ìîäåëü âíèìàíèÿ èñïîëüçóþòñÿ â íàèáîëåå ïðîäâèíóòûõ
íåéðîñåòåâûõ ìîäåëÿõ BERT, GPT-2/3

Vaswani et al. Attention is all you need. 2017.
Dichao Hu. An Introductory Survey on Attention Mechanisms in NLP Problems. 2018.
Sneha Chaudhari et al. An Attentive Survey of Attention Models. 2019.
Cordonnier et al. În the relationship between self-attention and convolutional layers. 2020
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